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Abstract. Checking the language inclusion between two models is a fun-
damental problem arising in application areas such as formal verification
or refinement in top-down design. We propose an incremental procedure
for checking the language inclusion between two real-time specifications,
modeled as networks of deterministic timed automata, where the two
specifications are equivalent up to one component. For such classes of
systems we aim to improve the efficiency of the language inclusion check
by exploiting the compositional nature of the problem and avoiding the
explicit parallel composition of the timed automata in the network. We
first develop a generic procedure that gives freedom to specific implemen-
tation choices. We then propose an instantiation of the procedure that is
based on bounded model checking techniques. We illustrate the applica-
tion of our approach in a case study and discuss promising experimental
results.

1 Introduction

In formal methods theory and applications, deciding language inclusion is a
fundamental problem. Checking language inclusion between two models A′ and
A, denoted by L(A′) ⊆ L(A), consists in checking whether the set of traces of
A′ is included in the set of traces specified by A. The problem naturally arises
in several applications, such as model checking or refinement checking in a top-
down design process. In model checking we are interested in verifying whether a
formal model of a system A satisfies a high-level property P , denoted by A |= P .
This amounts to checking the language inclusion L(A) ⊆ L(P ). In a top-down
design process, language inclusion can be used as a refinement relation between
a system represented at two levels of abstraction. It follows that a model A′ is
a refinement of A if and only if L(A′) ⊆ L(A), meaning that A′ is more precise
and closer to an actual implementation of the design than A. We note that if
the model A satisfies a property P and A′ refines A, then A′ also satisfies P .
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In the context of real-time systems, the language inclusion problem L(A′) ⊆
L(A) between two timed automata (TA) models A′ and A is decidable if A
is deterministic [3]. In addition, we have the following compositionality result
for timed automata distinguishing between input and output actions (TAIO).
Suppose we are given three receptive TAIOs A′, A, and B. If A′ refines A then
A′ ‖ B refines A ‖ B (see [11]).

In this paper we consider the problem of language inclusion between two
TAIO models A′ and A. We assume that both models are given as networks
of communicating deterministic and receptive TAIOs. We consider the setting
where the two specifications are equivalent up to one component, that is A′ =
A′1 ‖ A2 ‖ · · · ‖ An and A = A1 ‖ A2 · · · ‖ An. The problem of checking language
inclusion for this class of specifications is motivated by practical considerations as
it arises in several application areas such as mutation-based test case generation
and top-down incremental design.

Mutation-based test case generation [1, 14, 7, 10] is a special instance of model-
based test case generation [16], in which a specification model A is deliberately
altered by inserting a small fault, resulting in a mutant A′ of the original model.
The inserted fault plays the role of a test purpose and is used to guide the test
case generation process. The main step in mutation-based test case generation
consists in checking L(A′) ⊆ L(A). If the language of the mutant A′ is not in-
cluded in the language of the original model A, a witness trace σ ∈ L(A′)\L(A)
is obtained and is used to create a test case.

In top-down incremental design, the problem arises whenever an individual
component A1 of the specification model A = A1 ‖ A2 ‖ · · · ‖ An is refined to
a more precise component A′1, resulting in a new specification model A′ = A′1 ‖
A2 ‖ · · · ‖ An. Given this case, it is sufficient to show that A′1 refines A1 in order
to infer that A′ refines A.

We propose a procedure for incrementally checking the language inclusion
problem L(A′) ⊆ L(A) for networks of timed automata, where A′ = A′1 ‖ A2 ‖
· · · ‖ An and A = A1 ‖ A2 ‖ · · · ‖ An. The main motivation is to improve
the performance of finding witnesses for language inclusion violation, as wit-
nesses are used to construct test cases. Intuitively, the procedure exploits the
compositional structure of the model and avoids taking the full composition of
the automata, thus aiming at improving the efficiency of the language inclu-
sion check for this class of real-time models. It first checks the simpler problem
L(A′1) ⊆ L(A1). If the check is successful, then we use the compositionality re-
sult to infer that L(A′) ⊆ L(A). Otherwise, a trace σ ∈ L(A′1)\L(A1) witnessing
the non language inclusion between A′1 and A1 is obtained. Given σ, we check
whether it can be extended to a counter-example witnessing L(A′) 6⊆ L(A). If
such an extension exists, we are done. Otherwise we refine A′1 by removing a set
of spurious behaviors extrapolated from σ and repeat the procedure.

We first develop a generic incremental procedure for checking language inclu-
sion (Section 3). This procedure uses abstract operations defined in terms of the
properties they need to satisfy. In other words, the operations used in the generic
procedure are non-effective and allow for various implementation choices. Then,



we refine the generic algorithm and propose its instantiation based on bounded
symbolic model checking techniques (Section 4). We illustrate the approach on
a real-time variant of the dining philosophers problem and present promising
experimental results (Section 5). We show that the algorithm can be used to in-
crementally check timed input/output conformance (tioco) [11] between a specifi-
cation and an implementation. Finally, we illustrate how this concrete procedure
is applied in the context of mutation-based testing (Section 6) .

This paper complements [17] and [11], which derive compositionality results
for language inclusion checking of untimed and timed systems, respectively, but
do not consider incremental checking of the problem. In [4], the authors propose
another variant of incremental language inclusion checking for timed systems.
They check whether a timed specification, expressed as a network of timed com-
ponents satisfies an ω-regular property. In their iterative algorithm, the timed
specification is first abstracted to an untimed approximation, and in every suc-
cessive step, some of the time constraints are re-added to the model. Our frame-
work is similar to the general counter-example guided abstraction refinement
(CEGAR) [8]. In our case the original system is naturally abstracted by leaving
out components from the original model in the language inclusion check, and
then the abstracted model is refined in successive steps from spurious counter-
examples. Finally, a similar approach using a satisfiability modulo theory (SMT)
solver is developed in [15] to incrementally synthesize time-triggered schedules.

2 Timed Automata with Inputs and Outputs

The time domain that we consider is the set R≥0 of non-negative reals. We
denote by Σ the finite set of actions, partitioned into disjoint sets ΣI and ΣO of
input and output actions. A time sequence is a finite non-decreasing sequence of
non-negative reals. A timed trace σ defined over Σ is a finite alternating sequence
of time delays and actions of the form t1 · a1 · · · tk · ak, where for all 1 ≤ i ≤ k,
ai ∈ Σ and (ti)i≥1 is a time sequence. We denote by ε the empty timed trace.

Let C be a finite set of clock variables. Clock valuation v(c) is a function
v : C → R≥0 assigning a real value to every clock c ∈ C. We denote by H
the set of all clock valuations and by 0 the valuation assigning 0 to every clock
in C. Let v ∈ H be a valuation and t ∈ R≥0, we then have v + t defined by
(v + t)(c) = v(c) + t for all c ∈ C. For a subset ρ of C, we denote by v[ρ]
the valuation such that for every c ∈ ρ, v[ρ](c) = 0 and for every c ∈ C\ρ,
v[ρ](c) = v(c). A clock constraint ϕ is a conjunction of predicates over clock
variables in C defined by the grammar ϕ ::= c ◦ k | ϕ1 ∧ ϕ2, where c ∈ C, k ∈ N
and ◦ ∈ {<,≤,=,≥, >}. Given a clock valuation v ∈ H, we write v |= ϕ when v
satisfies ϕ. We are now ready to formally define input/output timed automata.

Definition 1 (TAIO). An input/output timed automaton (TAIO) A is a tuple
(QA, q̂A, Σ

I
A, Σ

O
A , CA, IA, ∆A, FA), where:

– QA is a finite set of locations and q̂A ∈ QA is the initial location;



– ΣI
A is a finite set of input actions and ΣO

A is a finite set of output actions,
such that ΣI

A ∩ΣO
A = ∅; we denote by ΣA the set of actions ΣI

A ∪ΣO
A ;

– CA is a finite set of clock variables;

– IA is the location invariant, a conjunction of constraints of the form c < d
or c ≤ d, where c ∈ CA and d ∈ N;

– ∆A is a finite set of transitions of the form (q, a, g, ρ, q′), where

• q, q′ ∈ QA are the source and the target locations;

• a ∈ ΣA is the transition action;

• g is a guard, a conjunction of constraints of the form c◦d, where c ∈ CA,
◦ ∈ {<,≤,=,≥, >} and d ∈ N;

• ρ ⊆ CA is a set of clocks to be reset;

– FA ⊆ QA is the set of accepting locations.

We say that a TAIO A is deterministic if for all transitions (q, a, g1, ρ1, q1)
and (q, a, g2, ρ2, q2) in ∆A, q1 6= q2 implies that g1 ∧ g2 = ∅. Given an arbitrary
location q ∈ QA, and an arbitrary action a ∈ ΣI

A, let gq,a = (g1 ∨ . . . ∨ gk),
where {gi}i are guards of the outgoing transitions of q labeled by a. We say that
a TAIO A is receptive if and only if for all q ∈ QA and a ∈ ΣI

A, IA(q) → gq,a.
From now on, we restrict our attention to deterministic and receptive TAIOs.

Semantics The semantics of a TAIO is given by the timed input/output tran-
sition system (TIOTS) [[A]] = (SA, ŝA,R≥0, ΣA, TA,FA), where

– SA = {(q, v) ∈ QA ×H | v |= IA(q)} and ŝA = (q̂A,0);

– TA ⊆ SA × (ΣA ∪ R≥0)× SA is the transition relation consisting of discrete
and timed transitions such that:

• Discrete transitions: ((q, v), a, (q′, v′)) ∈ TA, where a ∈ ΣA, if there
exists a transition (q, a, g, ρ, q′) in ∆A, such that: (1) v |= g; (2) v′ = v[ρ]
and (3) v′ |= IA(q′); and

• Timed transitions: ((q, v), t, (q, v + t)) ∈ TA, where t ∈ R≥0, if v + t |=
IA(q);

– FA ⊆ SA such that (q, v) ∈ FA iff q ∈ FA.

A run r of a TAIO A is the sequence of alternating timed and discrete
transitions of the form

(q1, v1)
t1−→ (q1, v1 + t1)

δ1−→ (q2, v2)
t2−→ · · · t

k

−→ (qk, vk + tk)
δk−→ (qk+1, vk+1),

where q1 = q̂A, v1 = 0 and δi = (qi, ai, gi, ρi, qi+1) ∈ ∆A. A run r is accepting
if the last location qk+1 is accepting. The run r of A induces the timed trace
σ = t1 · a1 · t2 · · · tk · ak defined over ΣA. We denote by L(A) the set of timed
traces induced by all accepting runs of A.



Parallel Composition In order to model a network of interacting components,
we need the parallel composition operator. We first define the notion of compos-
abilty of two TAIOs, where two TAIOs A and B are composable if their sets of
output actions are disjoint.

Definition 2 (Composability). Let A and B be two TAIOs. We say that A
and B are composable if ΣO

A ∩ΣO
B = ∅.

Definition 3 (Parallel composition).
Let A and B be two composable TAIOs. Then their parallel composition, de-

noted by A ‖ B, is the TAIO (QA‖B , q̂A‖B , Σ
I
A‖B , Σ

O
A‖B , CA‖B , IA‖B , ∆A‖B , FA‖B),

where

– QA‖B = QA ×QB and q̂A‖B = (q̂A, q̂B);
– ΣO

A‖B = ΣO
A ∪ΣO

B and ΣI
A‖B = (ΣI

A ∪ΣI
B)\ΣO

A‖B;
– CA‖B = CA ∪ CB;
– IA‖B(qA, qB) = IA(qA) ∧ IB(qB);
– ∆A‖B is the smallest set of transitions such that:
• For (qA, qB) ∈ QA×QB and a ∈ (ΣI

A\ΣO
B )∪(ΣO

A\ΣI
B), if (qA, a, g, ρ, q

′
A) ∈

∆A, then ((qA, qB), a, g, ρ, (q′A, qB)) ∈ ∆A‖B;
• For (qA, qB) ∈ QA×QB and a ∈ (ΣI

B\ΣO
A )∪(ΣO

B\ΣI
A), if (qB , a, g, ρ, q

′
B) ∈

∆B, then ((qA, qB), a, g, ρ, (qA, q
′
B)) ∈ ∆A‖B;

• For (qA, qB) ∈ QA ×QB and a ∈ (ΣA ∩ΣB), if (qA, a, gA, ρA, q
′
A) ∈ ∆A

and (qB , a, gB , ρB , q
′
B) ∈ ∆B, then ((qA, qB), a, gA∧gB , ρA∪ρB , (q′A, q′B)) ∈

∆A‖B;
– FA‖B = {(qA, qB) | qA ∈ FA and qB ∈ FB}.

The refinement expressed as language inclusion is compositional for deter-
ministic and receptive TAIOs1.

Proposition 1. Let A and A′ be two receptive TAIOs defined over the same
alphabet, and B be a receptive TAIO composable with A and A′. Then, we have

L(A′) ⊆ L(A)→ L(A′ ‖ B) ⊆ L(A ‖ B)

Product We define the product of two TAIOs A and B defined over the same
alphabet Σ = ΣI ∪ ΣO and denoted by A × B, as the TAIO that contains all
the traces which are both traces of A and B.

Definition 4 (Product). Let A and B be two TAIOs defined over the alpha-
bet ΣI ∪ ΣO. Then the product of A and B, denoted by A × B, is the TAIO
(QA×B , q̂A×B , Σ

I , ΣO, CA×B , IA×B , ∆A×B , FA×B), where

– QA×B = QA ×QB and q̂A×B = (q̂A, q̂B);
– CA×B = CA ∪ CB;
– IA×B(qA, qB) = IA(qA) ∧ IB(qB);

1 A similar result is shown in [11] for TAIOs with urgent transitions.



– ∆A×B is the smallest set of transitions such that for (qA, qB) ∈ QA × QB
and a ∈ Σ, if (qA, a, gA, ρA, q

′
A) ∈ ∆A and (qB , a, gB , ρB , q

′
B) ∈ ∆B, then

((qA, qB), a, gA ∧ gB , ρA ∪ ρB , (q′A, q′B)) ∈ ∆A×B;
– FA×B = {(qA, qB) | qA ∈ FA and qB ∈ FB}.

Proposition 2. Let A and B be two TAIOs defined over the alphabet ΣI ∪ΣO.
Then, we have that L(A×B) = L(A) ∩ L(B).

3 Incremental Language Inclusion - a Generic Algorithm

In this section, we propose a generic incremental language inclusion checking
algorithm for networks of timed automata. Given three deterministic and recep-
tive TAIOs A, A′ and B, the algorithm checks whether L(A′ ‖ B) ⊆ L(A ‖ B)
and gives a counter-example in the failing case. The algorithm is generic due to
the fact that it applies abstract operations which are defined in terms of their
properties. Abstract operations allow for different implementations, as long as
their instantiation satisfies the required properties. We first introduce abstract
operations which are used in the algorithm, and then present the algorithm itself.
Language Inclusion Given two TAIOs A and A′ defined over the same alpha-
bet, the language inclusion operation LI(A,A′) is a function that checks whether
the language of A′ is contained in the language of A. It gives a counter-example
in the case of non-containment.

Definition 5. Let A and A′ be two TAIOs defined over the alphabet Σ. The
language inclusion operation LI is a function such that

LI(A′, A) =

{
(true, ε) if L(A′) ⊆ L(A)

(false, σ) otherwise
,where σ ∈ L(A′)\L(A).

Trace Extrapolation Given two TAIOs A and A′ sharing the same alphabet
and σ ∈ L(A′)\L(A), the trace extrapolation operation, denoted by T , trans-
forms σ into a TAIO which contains σ together with the set of other witnesses
of non-containment of L(A′) in L(A).

Definition 6. Let A′ and A be two TAIOs defined over the alphabet Σ such that
L(A′) 6⊆ L(A), and let σ ∈ L(A′)\L(A). Then, the trace extrapolation operation,
denoted by T , is a function B = T (A′, A, σ), where B is a TAIO defined over
Σ such that σ ∈ L(B) and L(B) ⊆ L(A′)\L(A).

Emptiness Given two composable TAIOs A and B, the emptiness operation
checks if the parallel composition A ‖ B is empty, and returns a witness of
non-emptiness in the failing case.

Definition 7. Let A and B be two composable TAIOs. Then the emptiness
operation, denoted by Emp, is a function such that

Emp(A,B) =

{
(true, ε) if L(A ‖ B) = ∅

(false, σ) otherwise
,where σ ∈ L(A ‖ B).



TAIO Difference given two TAIOs A and A′ defined over the same alphabet,
the difference operation, denoted by Diff, computes a new TAIO which contains
all of the behaviors that are in A′ but not in A.

Definition 8. Let A and A′ be two TAIOs defined over the alphabet Σ. Then,
the difference operation, denoted by Diff, transforms A and A′ into a TAIO B,
such that B is defined over the alphabet Σ and L(B) = L(A′)\L(A).

Algorithm We are now ready to describe the incremental language inclusion
generic algorithm2 IncLI, shown in Algorithm 1, which works as follows:

1. Check L(A′) ⊆ L(A) with LI (line 3). If the language of A′ is contained in
the one of A, then the language of A′ ‖ B is also included in the language of
A ‖ B (Proposition 1) and the algorithm terminates giving an empty witness
trace. Otherwise, a trace σ′ witnessing non-containment of traces of A′ in A
is returned and the algorithm proceeds to step 2.

2. The witness trace σ′ is transformed into a TAIO A′′ by applying T (line 7),
and A′′ defines a set of traces which are all in A′ but not in A.

3. The algorithm checks with Emp whether A′′ ‖ B is empty (line 8). If the
composition is non-empty, then there exists a trace σ which is in A′ ‖ B but
not in A ‖ B, thus witnessing violation of language inclusion of A′ ‖ B into
A ‖ B. In that case, the algorithm terminates and gives the witness trace σ.
Otherwise, the algorithm proceeds to step 4.

4. Applying Diff, the TAIO A′ is replaced by A′\A′′ (line 10), thus removing
the behaviors of A′′ in A′. The algorithms backtracks to step 1.

Theorem 1 (Partial correctness). Let A, A′ and B be TAIOs such that A
and A′ are defined over the same alphabet and B is composable with A and A′

and let (b, σ) = IncLI(A,A′, B). We have that

1. if b = false, then L(A′ ‖ B) 6⊆ L(A ‖ B), σ ∈ L(A′ ‖ B) and σ 6∈ L(A ‖ B);

2. if b = true, then L(A′ ‖ B) ⊆ L(A ‖ B).

4 k-Bounded Incremental Language Inclusion

In this section, we develop an instantiation of Algorithm 1 based on bounded
model checking techniques. It extends the language inclusion procedure for flat
TAIOs presented in [2]. Similar encodings for TA decision problems were pro-
posed in [13, 5] for reachability and in [6] for language inclusion.

2 We restrict the algorithm to networks of 2 automata for simplicity of presentation,
its extension to a network of n automata is straight-forward.



Algorithm 1 IncLI

Input: A,A′, B
Output: (b, σ)
1: done← false
2: while ¬done do
3: (b, σ′)← LI(A′, A)
4: if b then
5: done← true
6: else
7: A′′ ← T (A,A′, σ′)
8: (b, σ)← Emp(A′′, B)
9: if b then

10: A′ ← Diff(A′, A′′)
11: else
12: done← true
13: end if
14: end if
15: end while
16: return (b, σ)

Preliminaries Let A be a TAIO and k
a bound. We denote by locA : QA →
{1, . . . , |QA|} the function assigning a unique
integer to every location in A. We denote by
actA : ΣA → {1, . . . , |ΣA|} the function as-
signing a unique integer to every action in A.
Let A = {α1, . . . , αk} be the set of variables
ranging over ΣA, where αi encodes the ac-
tion in A applied in the ith discrete step. We
denote by D = {d1, . . . , dk} the set of real-
valued variables, where di encodes the delay
action in A applied in the ith time step. XA

the set of variables {x1, . . . , xk+1} that range
over the domain {1, . . . , |Q|}, where xi en-
codes the location of A after the ith step. Let
accA(xi) be a predicate which is true iff xi en-
codes an accepting location. Let CiA denote
the set of real variables obtained by renam-
ing every clock c ∈ CA by ci. We denote by
CA =

⋃k+1
i=1 C

i
A ∪

⋃k+1
i=1 C

∗,i
A the set of real

(clock valuation) variables, where c∗,i ∈ C∗,iA and ci ∈ CiA encode the valuation
of the clock c ∈ CA after the ith timed and discrete step, respectively.

Path Predicate Let A be a TAIO. We encode a valid path in A of size k with
the pathkA predicate, defined as

pathkA(A, D,XA, CA) ≡ initA(XA, CA) ∧
∧k
i=1 stepiA(A, D,XA, CA). (1)

Formally, we have the initial state predicate defined as

initA(XA, CA) ≡ x1 = locA(q̂A) ∧
∧
c∈CA(c1 = 0). (2)

A step in the path of A consists of a timed step followed by a discrete step,
formalized by the predicate

stepiA(A, D,XA, CA) ≡
∨
q∈QA

tStepiA,q(D,XA, CA) ∧∨
δ∈∆A

dStepiA,δ(A, XA, CA).
(3)

The ith time step in a location q ∈ Q is expressed with

tStepiA,q(D,XA, CA) ≡ xi = locA(q) ∧ tDelayiA(D,CA) ∧ IA(q)[CA\C∗,iA ], (4)

where IA(q)[CA\C∗,iA ] is the invariant of q, and every clock c ∈ CA appearing in

the invariant is replaced by c∗,i, while tDelayiA(D,CA) is the predicate expressing
the passage of time:

tDelayiA(D,CA) ≡
∧
c∈CA

(c∗,i − ci) = di. (5)



Finally, a discrete step in A is formalized with the predicate

dStepiA,δ(A, XA, CA) ≡ xi = locA(q) ∧ αi = actA(a) ∧ g[CA\C∗,iA ]∧
resiA,ρ(CA) ∧ xi+1 = locA(q′) ∧ IA(q′)[CA\Ci+1

A ],
(6)

where g[CA\C∗,iA ] denotes the guard of δ, in which every clock c ∈ C is substituted
by c∗,i, and the reset action is expressed with

resiA,ρ(CA) ≡
∧
c∈ρ

ci+1 = 0 ∧
∧
c6∈ρ

ci+1 = c∗,i. (7)

k-Bounded Language Inclusion Let A and A′ be two TAIOs defined over
the same alphabet Σ. Given an integer k > 0, we define the predicate BndLIkA,A′

as follows:

BndLIkA,A′ ≡
∧k
i=1(di ≥ 0 ∧ αi ≥ 1 ∧ αi ≤ |Σ|) ∧

i ≥ 1 ∧ i ≤ k ∧
pathiA′(A, D,XA′ , CA′) ∧ accA′(xi+1

A′ ) ∧
pathi−1A (A, D,XA, CA) ∧
((stepiA(A, D,XA, CA) ∧ ¬accA(xi+1

A )) ∨
step

i
A(A, D,XA, CA))

(8)

where step
i
A expresses the fact that no transition is enabled in the last step3 in

A and is defined as

step
i
A(A, D,XA, CA) ≡

∧
q∈QA

tStep
i

A,q(D,XA, CA) ∨∧
δ∈∆A

dStep
i

A,δ(A, XA, CA).

tStep
i

A,q(D,XA, CA) ≡ xi 6= locA(q) ∨ (tDelayiA(D,CA) ∧ ¬IA(q)[CA\C∗,iA ]),

dStep
i

A,δ(A, XA, CA) ≡ xi 6= locA(q) ∨ αi 6= actA(a) ∨ ¬g[CA\C∗,iA ] ∨
(xi+1 = locA(q′) ∧ resiA,ρ(CA) ∧ ¬IA(q′)[CA\Ci+1

A ]).

(9)
Since A is deterministic, if the formula BndLIkA,A′ is satisfiable, then L(A′) 6⊆

L(A) and for σ = d1 · α1 · · · di · αi, we have σ ∈ L(A′) and σ 6∈ L(A).

k-Bounded Emptiness Let A be a TAIO. Given an integer k > 0, we define
the predicate BndEmpkA as follows:

BndEmpkA ≡
∧k
i=1(di ≥ 0 ∧ αi ≥ 1 ∧ αi ≤ |ΣA|) ∧

i ≥ 1 ∧ i ≤ k ∧
pathiA(A, D,XA, CA) ∧
accA(xi+1

A )

If the formula BndEmpkA is satisfiable, then L(A) 6= ∅ and for σ = d1 ·
α1 · · · di · αi, we have σ ∈ L(A).

3 Note that it is not equivalent to ¬stepi
A because special care must be given to time

delay and clock updates.



Witness Extrapolation Let A and A′ be two TAIOs such that L(A′) 6⊆
L(A), and σ = σ′ · t · a a timed trace of size k such that σ′ ∈ L(A′) ∩ L(A),
σ ∈ L(A′) and σ 6∈ L(A). Let rA′ = q1A′ , δ1A′ , . . . , qkA′ , δkA′q

k+1
A′ be the run of A′

induced by the timed word σ, and rA = q1A, δ
1
A, . . . , q

k−1
A , δk−1A qkA be the run of

A induced by the timed word σ′. We define the witness extrapolation function
B = witness#(σ,A,A′), where B = (QB , q̂B , Σ

I
B , Σ

O
B , CB , IB , ∆B , FB) such that:

– QB = {q1B , . . . , q
k+1
B } such that q̂B = q1B and qiB = (qiA′ , qiA) for all i ≤ k;

– ΣI
B = ΣI

A and ΣO
B = ΣO

A ;
– CB = CA ∪ CA′ ;
– IB(qiB) = IA(qiA) ∧ IA′(qiA′);
– ∆B = {δ1B , . . . , δkB}, where δi is of the form
• (qiB , a

i, giB , ρ
i
B , q

i+1
B ), where giB = giA ∧ giA′ , and ρiB = ρiA ∪ ρiA′ , for all

i < k; and
• (qkB , a

k, gkB , {}, q
k+1
B ), where gkB = gkA′ ∧

∧
i∈I ¬g

k,i
A , such that

∧
i∈I ¬g

k,i
A

negates guards gk,iA in all outgoing transitions from qkA labeled by ak;
– FB = {qk+1

B }.

We illustrate B = witness#(σ,A,A′) in Figure 1. In this example, σ = 1 ·a ·3 ·b is
a trace that is included in the language of A′ but not in the language of A. This
trace is extrapolated to the TAIO B, which accepts a set of traces, including
σ, which are all included in the language of A′, but not in the language of A.
This example highlights the need for having only the last location in B being
accepting. If all the locations were accepting, then B would also accept prefixes
of witness traces, such as σ′ = 1·a, which are included in both languages of A and
A′, thus violating the desired property of the witness extrapolation procedure.

B

cA := 0

a!
cA ≥ 1

cA ≥ 5
b!b!

cA ≤ 3

cA ≤ 2

cA′ ≥ 1

1

3

a

b

σ

cA′ ≤ 2

a!

b!

cA′ := 0
cA := 0

cA ≤ 2

cA ≥ 1 ∧ cA′ ≥ 1

cA′ := 0

cA′ ≤ 2

a!

b!
cA′ ≤ 4 cA′ ≤ 4 ∧ cA > 3 ∧ cA < 5

A A′

Fig. 1. Witness extrapolation example.

TAIO Difference We instantiate the operation B ← Diff(A,A′) such that
L(B) = L(A)\L(A′), by using the standard construction B = A × Ā′, where
Ā′ is the complement of A′. The complement of A′ can be computed because
we require A′ to be deterministic, and it consists of completing A′ followed by
inversing the set of accepting locations in the completed TAIO [3].



Algorithm BndIncLI(A,A′, B, k, k′) takes in addition two bounds k and k′,
and consists of replacing abstract operations in IncLI(A,A′, B) by the concrete
ones as follows: (1) unsat(BndLIkA′,A) replaces LI(A′, A); (2) witness#(σ,A,A′)

replaces T (A,A′, σ); (3) unsat(BndEmpk+k
′

A′′‖B) replaces Emp(A′′ ‖ B); (4) A′ ×
Ā′′ replaces Diff(A′, A′′).

Given three TAIOs A, A′ and B such that A and A′ are defined over
the same alphabet and B is composable with both A and A′ and (b, σ) =
BndIncLI(A,A′, B, k, k′), we have that if b = false, then L(A′ ‖ B) 6⊆ L(A ‖ B),
σ ∈ L(A′ ‖ B) and σ 6∈ L(A ‖ B).

5 Case Study and Experimental Results

We have implemented the bounded language inclusion checking procedure pre-
sented in Section 4. In our implementation we rely on Uppaal [12] to model
the timed automata components and Z3 [9] to solve SMT formulas. We use a
real-time variant of the Dining Philosophers (DP) problem as our case study.

Thinking
x<=(id+200)

Digesting

Eating
x<=(id+200)

RightFork
x<=(id+1)

Hungry

brainteaser[(id+1) % N]!

leftFork[id]?

leftFork[id]? rightFork[id]?

leftFork[id]?

rightFork[id]?

x>=(id+100)
releaseForks[id]!

brainteaser[id]?

brainteaser[id]?

leftFork[id]?

brainteaser[id]?
brainteaser[id]?

brainteaser[id]?

rightFork[id]?

x>=(id+1)
returnRightFork[id]!

rightFork[id]?
x=0

leftFork[id]? x=0

releaseForks[id]!

brainteaser[(id+1) % N]!

rightFork[id]?x=0

Fig. 2. Real-time dining philosopher Pid: N denotes the total number of philosophers.

The DP problem consists of n interacting philosophers sitting around a table
that has a single fork per guest. In order to eat, each philosopher needs to get hold
of two forks. This setting likely leads to a deadlock situation: each philosopher
picks the fork to his right, resulting in all forks being in the possession of one
philosopher, and then waits forever for the fork to his left to become available.
We depict our real-time variant of the DP problem in Figure 2. To avoid the
deadlock situation, each DP is required to release the right fork after a time-out
period of waiting for the fork to his left. We extend the classical DP problem with
additional behavior: philosophers exchange brainteasers with their immediate
neighbors. Our model of a philosopher is deterministic and receptive. The latter
explains the number of self-loops in the model as philosophers ignore brainteasers
in locations Hungry, RightFork and Digesting, any presented fork in Eating and
Thinking, the right fork in the RightFork and the left fork in the LeftFork locations.

For the experimental evaluation we consider a network P =‖ni=1 Pi of n
philosophers. We conduct several experiments in which we alter the behavior of



the last philosopher Pn, resulting in the modified network M =‖n−1i=1 Pi ‖ Mn.
We use our incremental procedure (Incremental) and the one implemented in [2]
(Classic) to find a trace allowed in M but not in P . Classic first computes the
parallel compositions P and M explicitly before checking the trace containment
of M in P . Tests were done on a machine with 8GB RAM, SSD, an Intel i5-
2520M @ 2.50GHz running in a full power setting, Windows 7 and Z3 4.3 64 bit.

First Experiment We changed Pn into Mn by making the philosopher Pn
ignore the brainteaser in location Thinking, resulting in L(Mn) 6⊆ L(Pn) and the
witness Short of size 6. A similar mutation resulted in another witness Long of size
11. We compared the time needed to find the two witnesses by the Incremental
and Classic approaches for an increasing number of philosophers, as depicted in
Figure 3. In this experiment, the Incremental approach achieved an impressive
speedup of several orders of magnitude compared to the Classic one. While Classic
could scale up to 3 and 4 philosophers for the Long and Short witnesses respec-
tively, the Incremental procedure could scale up to 10 philosophers with ease. In
the scenario with 3 philosophers and the Long witness it took Classic 255494s
(∼ 71h) to find the witness while Incremental found the same witness in 31s.
Similarly, in the scenario with 4 philosophers and the Short witness, the witness
was found in 32176s (∼ 9h) by Classic and in 5s by the Incremental procedure.
The Incremental procedure was able to achieve this impressive speedup in this
experiment because it could directly extend the witness of L(Mn) 6⊆ L(Pn) into
the witness of L(M) 6⊆ L(P ) without backtracking.
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Fig. 3. First experiment: run time for Incremental and Classic.

Second Experiment We altered Pn into a model Mn, such that Mn contains
two types of traces witnessing L(Mn) 6⊆ L(Pn): (1) “spurious” traces which
could not be extended to witnesses of L(M) 6⊆ L(P ); and (2) traces that could
be extended to witnesses of L(M) 6⊆ L(P ). The Incremental procedure was able
to find the witness of size 5 of L(M) 6⊆ L(P ) in 178s after a single backtracking
operation in the scenario with 10 philosophers. This is better than the 214s



Incremental needed to come up with the witness of size 6 in our first experiment
in the same setting. Hence this experiment hints that a single backtracking in
the Incremental procedure might not induce a lot of overhead.
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Fig. 4. Size of Mn × P̄n over multiple backtrackings compared to M × P̄ .

Third Experiment In this final setting, we explored the effect of multiple
backtrackings in the Incremental procedure. We altered Pn into Mn, in a way
that L(Mn) 6⊆ L(Pn), but L(M) ⊆ L(P ). It follows that Incremental was finding
“local” witnesses of L(Mn) 6⊆ L(Pn) that could not be extended to a witness
of L(M) 6⊆ L(P ), resulting in an increasing number of backtrackings in which
these spurious witnesses were removed from Mn. Each backtracking consists in
computing the product of Mn with the negation of the extrapolated witness,
resulting in an exponential growth of the size of Mn in the number of iterations.
This means that after each backtracking, checking L(Mn) ⊆ L(Pn) becomes
computationally more expensive: the efficiency of Incremental is highly sensitive
to the number of backtracking iterations needed before finding a witness of trace
non containment. In our example we could backtrack five times before the local
inclusion check reached a complexity comparable to that of Classic (c.f. Figure 4).

6 Application to Mutation-based Test Case Generation

This work was mainly motivated by its application to model-based mutation
testing [1, 14, 7, 10]. It is a specific type of model-based testing [16], in which
faults are deliberately injected into the specification model. The aim of mutation-
based testing techniques is to generate test cases that can detect the injected
errors. This means that a generated test case shall fail if it is executed on a
(deterministic) system-under-test (SUT) that implements the faulty model.

We developed a framework for real-time mutation-based test case generation
(TCG) in [2]. The overview of the framework is illustrated in Figure 5. Given a
specification S of the SUT, expressed as a deterministic TAIO, S is altered using
predefined mutation operators, resulting in a set of mutants. In order to generate
a test case from the high-level specification S and its mutant M , the mutant is
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Fig. 5. Mutation-based Test Case Generation Framework for TAIOs - Overview.

checked for tioco conformance [11] to the original specification. If M tioco S, we
say thatM is an equivalent mutant to S, and no test case is generated. Otherwise,
a witness of non-conformance is obtained, and it is used as a skeleton to build the
actual test case. Checking tioco directly is not easy, and the problem is effectively
solved in two steps. In the first step, the original non-receptive specification S
is completed using a procedure called demonic completion, resulting in another
TAIO d(S), which preserves all essential properties of S with respect to the
tioco relation. In fact, one can show that the problem of conformance checking
M tioco S can be reduced to a simpler problem of language inclusion checking
L(M) ⊆ L(d(S)). In the second step, L(M) ⊆ L(d(S)) is actually checked.
The framework in [2] proposes an algorithm for k-bounded language inclusion
checking between two flat TAIOs based on bounded model checking techniques.

Given a specification S consisting of a network S1 ‖ S2 ‖ . . . ‖ Sn, its mutant
M is of the form M1 ‖ S2 ‖ . . . ‖ Sn, since M has by definition a single altered
feature. The TCG procedure from [2] first needs to flatten S and M by com-
puting the parallel composition before checking language inclusion. We instead
propose to replace the language inclusion check from [2] with its incremental
variant from Section 3. As a consequence, mutation-based TCG represents a
natural application domain for incremental language inclusion checking.

7 Conclusion

In this paper, we proposed an incremental language inclusion checking proce-
dure for networks of timed automata and applied it to a real-time variant of the
Dining Philosophers problem. The experimental results look promising and indi-
cate that the procedure finds witnesses of language inclusion violation efficiently
when the number of backtracking operations is limited to a small number. The
approach seems in particular effective in the context of mutation-based test case
generation, where a mutant is typically expected to have behaviors not con-
tained in the original specification. These preliminary results suggest that the



incremental approach will enable us to generate test cases for larger systems
which we could not handle with the classical approach.

In the future, we plan to evaluate our procedure on other examples. In addi-
tion, we plan to develop different variants of the witness extrapolation operation,
and study the criteria that would guarantee termination of our procedure.
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